
Skeptical Exit in Games

Jay Cizeski ∗

University of California San Diego

May 2, 2026

Abstract

People often face environments which they suspect may be manipulated. Deciding when

to exit such environments due to skepticism is important, but difficult, requiring not only sta-

tistical inference but also strategic inference: when a manipulator may intentionally conceal

their manipulation, the problem becomes a game, rather than a simple decision. With multiple

potential sources of error, do people tend exit from these types of environments too soon, too

late, or approximately when models predict, and which mechanisms matter? Using a laboratory

experiment implementing a novel adversarial bandit design, I vary the possibility and source of

manipulation, whether the extent of manipulation is revealed, and whether participants receive

correct Bayesian posteriors to help make their exit decisions. This design isolates the effects

of failures of statistical inference, strategic misprediction, and other regarding preferences in

order to identify the sources of over- or under- exit, if they exist. I find evidence of neither

over- nor under-exit: subjects’ exit decisions are largely consistent across treatments. This

holds even though elicited beliefs substantially overestimate the likelihood of manipulation on

average. These results contribute to literatures in biased statistical inference, games of hidden

information, multi-armed bandits, and a growing social science of conspiratorial thinking.
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1 Introduction

A recent and active literature in economics has revealed that people often fail to process and

use information optimally to make decisions. As a matter of design, these studies usually do not

give subjects any reason to be skeptical about the legitimacy of the environments they face; on the

contrary, great care is often taken to prevent such doubt. But in many economic environments,

skepticism about whether the consequences of one’s choices behave as presented, or if there is some

form of manipulation occurring, can play an important role in whether people engage and how they

form beliefs within it. In this paper, I study how people behave when facing potentially manipulated

environments, and in particular, when they choose to stop interacting with an environment (exit)

based on the evidence they observe. Further, I assess the influence of two important mechanisms

in this choice: errors in statistical inference, and errors in predicting manipulators’ strategies.

The question of when people exit as a result of skepticism is important: engaging with genuinely

(adversely) manipulated environments can lead to losses exploitation, but exiting from legitimate

decisions as a result of skepticism can lead to costly missed opportunities. Discerning these states of

the world quickly and correctly is thus paramount. Consider, for example, a manager who wonders

if an employee is engaging in corporate espionage, leading to reduced sales. After the hire is made,

the manager may observe that revenue or profits struggle in the weeks to follow. This could be

a result of the employee’s malfeasance, but could also be the result of randomness in the market,

and this matters for the manager’s decision moving forward: keeping a spy on staff leads directly

to losses, but firing an honest (albeit unlucky) employee is costly both directly and in opportunity.

This is far from the only example of decision making under the shadow of potential manipulation,

and in many cases, exit can have social consequences as well. A voter, considering the hypothesis

that elections are predetermined, may decide not to vote if they conclude this to be the case.

Alternatively, a job-seeker skeptical about the legitimacy of posted positions may decide that their

lack of success is a result of fraudulent advertisements or discrimination, rather than misfortune,

and exit the labor force. Someone who hears that vaccines could be placebos and looks to their

own experience with the flu shot to decide if this story is likely (did they get sick when they got

the stick in the past?) may opt out of future vaccinations or public health initiatives, endangering

themselves and even others. In all of these cases, some degree of exit may be necessary to avoid
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exploitation, but excessive skepticism can also cause more harm than good.

Despite the apparent value in determining whether environments are manipulated, this is a

complex problem. Of first-order importance to determining a state of the world from data is the

ability to perform statistical inference well: if judgments of the probability of manipulation are

biased, distortions in the exit decision should follow. But this is not a complete story. When

environments are manipulated (or suspected to be), they way in which they are manipulated is not

arbitrary, but chosen by a manipulator, likely with an interest in the outcome. How a manipulator

chooses to skew the environment may vary, and vitally, may take into account the potential for

exit. That is, it may be in a manipulator’s interest to let the skeptic experience good outcomes

sometimes, in order to conceal the manipulation and prevent exit. If this is the case, then a skeptic’s

inference must take into account the manipulator’s strategy - this is not just a decision problem,

but a game. Moreover, even a perfect Bayesian skeptic could come to erroneous conclusion if

they mispredict the manipulator’s strategy. To what extent do these sources of complexity impact

exit behavior? Do people make strategic and inferential errors, and do these errors cause over- or

under-exit?

Data to answer these questions do not arise naturally. In order to understand how people up-

date beliefs in order to make their exit decisions, for one, a researcher must be able to observe a

person’s beliefs both before and after their signals, and the observed signals themselves. Differ-

ences in experience with an environment or adjacent environments may also weigh on updating,

unobservably so. Thus, to allow for close observation of updating and control for prior experience,

I study this problem using a laboratory experiment. Using an experiment affords direct elicitation

of beliefs and observation of behavior in an abstract setting where experiences or knowledge is less

likely to confound. In my experiment, subjects make decisions in a novel adversarial bandit game

constructed to capture the vital tensions of potentially manipulated environments, those being

updating about manipulation from data, and strategic uncertainty over the manipulator’s actions.

In particular, the adversarial nature of the design distinguishes the experiment from others in the

literature, and represents a key contribution of this paper.

In the game, one player (the Contestant) repeatedly chooses whether to flip a coin (i.e., a risky

arm), knowing that while the coin is likely to be fair (and a good bet if so), there is a chance

the coin could be rigged by an opposing “Host” player. If the Contestant instead decides to stop
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flipping the coin, the game ends and players receive a modest payoff for exit (i.e., a safe arm). This

captures the exit behavior of interest; using an experiment permits me to fix priors, elicit beliefs,

and observe the exact circumstances in which exit occurs. A further advantage of an experimental

investigation comes from the ability to modify the basic game in order to isolate and identify

the mechanisms of interest. To evaluate the impact of strategic misprediction and uncertainty, I

compare exit in the standard game (where Host strategies are secret) to a modified version in which

Host strategies are public. An additional variation extends this idea to control for other regarding

preferences by replacing Hosts with computers. Finally, a last variation builds on the previous ones

by additionally informing subjects of correct Bayesian posteriors directly. This isolates the effect

of potentially erroneous inference. What remains after all of these changes is a decision problem

with key sources of uncertainty removed; this lowest-uncertainty version of the game forms the most

appropriate benchmark for evaluating over- or under-exit by internalizing risk and other preferences

while shutting down the mechanisms of interest.

I find evidence of neither over- nor under-exit in the high-uncertainty full version of the game

relative to the low-uncertainty benchmark, specifically int he case where the Host’s rigging strategy

is at empirical-payoff-maximizing level. This suggests that, at least in this experimental setting,

subjects handle the high-uncertainty environment quite well on average, taking into account their

revealed risk preferences. Contributing to this lack of total effect are both a lack of conspicuous

strategic prediction failures on average, no differences in exit behavior between when people are

provided with correct Bayesian beliefs and not, and a statistically significant but limited scope

impact of other regarding preferences. The lack of effect from providing Bayesian posteriors is

surprising given directly elicited beliefs: on average, subjects overestimated the probability that

their games were manipulated by more than nine percentage points.

Literature Review

I draw from and contribute to literatures on biased statistical inference, human responses to

multi-armed bandit problems, and games of insider information, as well as a budding broader social

science of conspiracy theories and conspiratorial thinking which thus far has received relatively little

attention in economics.

3



A comprehensive review of failures of Bayesian updating is provided by Benjamin (2019), who

notes in his meta-analysis that the predominantly observed direction of deviation from Bayes’ Rule

is underinference. This general finding has since been qualified by several recent studies identi-

fying situations in which overinference prevails instead. Augenblick, Lazarus, and Thaler (2024),

for example, show this is the case when signals are sufficiently weak.1 Likewise, the model and

experiment of Ba, Bohren, and Imas (2024) show that cognitive constraints, specifically, processing

capacity and attention, also beget overinference when signals are noisy or environments are com-

plex, among other characteristics. A stylistically different type of non-Bayesian updating considers

the role of ego-based bias. While I do not examine a known-to-be ego-relevant domain in this

study, it is conceivable that one could feel foolish if deceived by a manipulated environment. Stud-

ies such as Eil and Rao (2011), Ertac (2011), and Möbius, Niederle, Niehaus, and Rosenblat (2022)

show that ego-preserving bias may exist in at least some domains, particularly in beliefs about

IQ, though these results are tempered through the lens of Coutts (2019), which stresses caution in

overinterpreting deviations from Bayesian updating as evidence for any specific psychological bias.

My experimental design employs a game with features similar to multi-armed bandits. Drawing

from the demand-learning model of Rothschild (1974) and the multi-agent bandit model of Keller,

Rady, and Cripps (2005), Hudja and Woods (2024) show experimentally that subjects tend to

under-explore in single-agent exponential bandit problems. I diverge from the existing literature in

this area by introducing the role of a manipulator as an adversary to the agent. To my knowledge,

no other existing bandit experiments employ an adversarial bandit.2

Adding a player in the role of the adversary introduces distinct incentives for that player. In

particular, the adversary manipulating the bandit may in some cases be better off by choosing a

strategy which allows their opponent to succeed occasionally in order to conceal the manipulation.

How and when to best exploit an advantage without revealing its existence is a classic problem

with many applications. For a large-scale example, after cracking the famous Enigma code of

World War II, the Allied forces conspicuously re-verified intelligence gained from decoding by using

1In cases where the model of this paper predicts exit will occur, signals are sufficiently strong for Augenblick et al.
(2024) to suggest underinference.

2Adversarial bandits have been considered in computer science. Algorithms such as Exp3 (Auer, Cesa-Bianchi,
Freund, & Schapire, 2002) prescribe approaches for facing an adversarial bandit, however the objectives of this line of
inquiry are different than in the current study, as they focus on regret minimization in a world where the adversary
has complete control over arm payoffs, rather than Nash play with an exogenous outside option.
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conventional means (for example, sending a spy plane in advance to a target location obtained

from decoded messages) in order to conceal the fact that the code was broken (Hatch, 2015). At

a much smaller scale, a rigged carnival midway game may still award a large prize occasionally

to keep players and passers-by believing in the possibility of winning. While surely an age old

consideration, this type of problem was �rst formalized in game theory by Aumann, Maschler,

and Stearns (1968), with a full characterization of equilibria later provided by Hart (1985). One

di�erence between the game of this paper game and those cited is that in this paper's game, players

learn outcomes from each stage at the time that they occur. In this way, the adversarial bandit

game more closely resembles the environment of Sobel (1985), in which a sender with potentially

misaligned preferences to a receiver can choose to provide truthful information in order to generate

a positive reputation before selecting a strategic time to betray.

On the experimental side of this question, Jacquemet and Koessler (2013) test human subject

behavior in a set of experimental games featuring hidden information and �nd that information

is generally overused relative to theoretically predicted levels. Perhaps the closest paper to the

current study is Lee (2023), which uses a two-stage hide-and-seek game to test whether seekers who

secretly know their matched hider's action (rendering a supposedly simultaneous game sequential)

will strategically \feign ignorance" and choose to lose in a less valuable �rst round in order to win in

a more valuable second round. In that setup, uninformed seekers had a 1-in-100 chance of winning

by sheer luck, and thus hiders who lost in the �rst round could be reasonably certain that their

seeker had seen their move, and thus very often chose to exit. Whereas this problem is relatively

\easy" for hiders given the baseline unlikelihood of losing by chance, the current study considers

a situation in which losing as a result of chance is more plausible. Additional rounds also permit

allow for a �ner analysis of the conditions driving exit.

Finally, while little work in economics has studied the subject, a modern and growing literature

in political science, psychology, and philosophy has explored how people adopt and respond to

conspiratorial beliefs. While the game in this paper does not involve a conspiracy by a generally

accepted academic de�nition,3 skepticism in decision environments nonetheless has at least a 
avor

3Per Sunstein and Vermeule (2009): \[a conspiracy is] an e�ort to explain some event or practice by reference to
the machinations of powerful people, who attempt to conceal their role (at least until their aims are accomplished)"
(p. 205). Oxford English Dictionary de�nes a conspiracy as \The action of conspiring; combination of persons for an
evil or unlawful purpose." (Oxford English Dictionary, 2025). In my game, the \conspiring" player is a single actor
and therefore there is no \conspiracy," since a conspiracy requires a group.
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of conspiratorial thinking, believing that surreptitious manipulation is in
uencing results. While

much of the literature in this area (e.g. Sunstein and Vermeule, 2009; Miller, Saunders, and

Farhart (2016)) tends to cast conspiracy theories of interest as large-scale, extreme, and unlikely to

the point of begin essentially certainly untrue, the current study examines behavior with respect

to small-scale, day-to-day conspiracies which plausiblymight be true. Existing models which

speci�cally justify the rational formation of conspiracy theories include Tsapos (2024) and Doyle

(2021). In cognitive psychology, van Prooijen, Douglas, and De Inocencio (2018) provide evidence

for illusory pattern perception (including in randomly generated coin sequences) as a psychological

source for conspiracy theories. Imho�, Bertlich, and Frenken (2022) distinguish between a general

conspiratorial tendency and a speci�c conspiracy theory belief, the latter being a realization of the

former. Within this framework, this paper attempts to advance an understanding of conspiratorial

tendency through an economic lens.

2 Experimental Design

2.1 Overview

The experimental design implements a novel adversarial bandit game in the laboratory, con-

structed to capture the key strategic and statistical inference problems present in potentially ma-

nipulated environments. I refer to the full version of this game as the \Rigged Games Game." To

identify the speci�c mechanisms in
uencing over- or under-exit, subjects make decisions in multi-

ple variations of the game across di�erent within-subject \parts" during their sessions. A session

consists of four main parts, preceded by a practice part and a calibration part. At the start of each

part, subjects read instructions and complete comprehension questions to ensure understanding.4

Separately from the variation in within-subject parts, I divide subjects into four between-

subjects treatments in a two-by-two design. These treatments vary the order in which subjects

experience the main parts within a session and whether or not beliefs are elicited as part of the

experimental procedure.

Subjects receive payment at the end of their session via digital money transfer. A subject's

4There is no comprehension question in the practice part, since decisions made in that part do not impact any
payments.
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�nal payment amount consists of a show up fee of$5, plus their payo� from one randomly selected

task in one randomly selected (non-practice) part of the experiment. Throughout the experiment,

subjects earn \points"; points are converted to dollars at a rate of $1 per point at the time of

payment.

2.2 Within-Subject Parts

2.2.1 Part 1: Full Game

The Full Game part of the experiment implements the standard version of the Rigged Games

Game with speci�c experimental framing and parameters. A more general version of the game is

presented in Appendix F, along with proofs of existence and uniqueness of equilibrium.

The standard Rigged Games Game consists of two players: a \Host" and a \Contestant." The

basic action of the game, taken by the Contestant, is to repeatedly decide whether to 
ip or stop


ipping a digital coin (henceforth simply \a coin") as shown in Figure 1. Choosing to 
ip the coin

simulates engaging with the potentially manipulated environment, while choosing to stop 
ipping

(which may occur prior to any 
ips) is exit.

Figure 1: Two sides of a digital coin.

This choice of whether to 
ip the coin or stop 
ipping the coin is repeated in up to ten stages.

If in a given stage the Contestant chooses to 
ip the coin and it comes up \YOU WIN!", the

Contestant is said to win the 
ip and earns an immediate payo� of 4 points for that stage, while

the Host earns 0 points for that stage. If instead the coin comes up "YOU LOSE!", the Contestant

is said to lose the 
ip and earns 0 points for the stage, while the Host earns 4 points for the stage.

After the coin is 
ipped, the Contestant observes the result and play proceeds to the next stage.

If the Contestant decides to stop 
ipping the coin at the start of a stage, the game immediately

ends and players earn an exit payo� of 1 point for each 
ip not taken out of the maximum ten. For

example, if the Contestant 
ips the coin three times and then decides to stop 
ipping in stage 4,
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the game ends in stage 4 and both players earn 7 points on exit. Players' total payo�s are 7 points

plus their respective earnings accrued in stages 1 through 3. Per-
ip payo�s are summarized in

Table 1.

Coin Result Host Payo� Contestant Payo�

YOU WIN! 0 4

YOU LOSE! 4 0

(Flip Not Taken) 1 1

Table 1: Per-Flip Payo�s.

The key feature of the Rigged Games Game is that digital coins can be biased to land on

each side with probabilities di�erent than 50%-50%, and players know this. Before the Contestant

makes any decisions about whether to 
ip their coin, they �rst select one coin from a set of three

(labeled Coin A, Coin B, and Coin C) to use in the game. This selected coin is used for the entirety

of the game, and cannot be switched for another once chosen. Among these three coins, two are

\normal," which are described to be always fair (50-50). The remaining coin is \special." While

visually indistinguishable from a normal coin, the special coin can be biased, and in particular, its

degree of bias is chosen secretly by the Host. That is, the �rst action of the game is taken by the

Host, who decides how much to bias the special coin from a set of options. Once the Host's choice

is made, the special coin is shu�ed among the two normal coins such that it is equally likely to be

in position A, B, or C.

This method of having the Contestant choose a coin induces a prior over the likelihood of

manipulability. This design choice simulates a person's initial uncertainty over whether an envi-

ronment could be manipulated in the �rst place, irrespective of the Host's strategic considerations

about Contestant exit. For example, consider a gambler skeptical of whether a casino is rigging

the blackjack deck. This gambler may possess knowledge about how the casino is overseen by a

gaming commission which supposedly enforces legitimacy, but may still not know exactly how steep

enforced penalties are, how frequently investigations occur, or how willing management is to 
out

the rules. The gambler may also consider whether rigging is feasible - changing the composition of

a deck of cards may not be too hard, but manipulating a roulette outcome may seem comparatively
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more impractical. Importantly, the skeptic considers the ex-ante possibility of manipulation, but

may not believe it must be occurring (which would be a special case).

To bias the special coin, the Host chooses one of four possible \rig rates." Speci�cally, the Host

can set the special coin to land on "YOU LOSE!" with 50%, 70%, 85%, or 99% probability (recall

that "YOU LOSE!" is preferred for the Host payo�-wise). This set of options has a number of

desirable experimental properties, as each may be appealing to a Host for distinct reasons. First,

choosing 50% allows the Host to o�er a fair game if they so desire. This has bene�ts both for realism

and proper attribution of blame: in general, potential manipulators don't have to manipulate and

can, if desired, o�er a legitimate decision if they wish. Moreover, because this is an option, the

Contestant can fully attribute any bias in a coin to a Host's decision to do so, rather than the

experimenter.

The 70% rig rate can be viewed as a comparatively low-risk way to collect a premium above the

default 50% level while keeping the Contestant playing. Note that a risk-neutral Contestant should

always choose to play if they believe the special coin is biased to land on \YOU LOSE!" 75% of

the time or less, since a 25% chance to earn 4 points is as good as a 100% chance to earn 1 point.

The 70% rig rate may maintain Contestant continuation in many outcome circumstances while still

earning more in expectation than the 50% option. At the opposite extreme, the 99% rig rate gives

the Host the chance to exploit the game maximally, winning essentially always if the special coin is

selected. Finally, the 85% rig rate most nearly approximates the continuous-case equilibrium choice

of rig rate, which I numerically estimate to be roughly 83%.5 Permitting mixtures of options, the

computed equilibrium strategy for Hosts selects the 85% and 70% rig rates with� 77% and� 23%

probabilities respectively. Thus, 85% is the predominant action predicted for the Host in this model

equilibrium.

The Host's rig rate decision �xes the bias of the special coin, which cannot be changed later in the

game. This one-time choice of rig rate re
ects a particular category of manipulated environments in

which the manipulation occurs prior to all interaction. Such manipulations include pre-set blackjack

decks that cannot be further altered once in the shoe, or election-rigging software implanted in a

voting machine that cannot be modi�ed once uploaded. A more general form of manipulation

5This calculation assumes risk-neutrality and common knowledge of all non-private information. Code used to
estimate equilibrium strategies is available upon request.
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could permit rig rates to change over time, perhaps in every stage. This would better represent

environments in which manipulators could choose exactly when to win or lose - for example, an elder

sibling who sets up a mirror behind their younger sibling's battleship board. This structure appears

in Lee (2023) over two rounds of play. While the generality of this alternative case is desirable and

interesting, it expands the Host's strategy space dramatically, reducing tractability in computing

equilibria and increasing complexity of potential Contestant beliefs. For these reasons, I adopt the

one-time rig rate format and argue it represents a large class of manipulated environments.

In each experimental session, subjects make a single choice as a Host and then play ten rounds as

a Contestant (where each round begins with choosing a coin and contains up to ten stages). While

playing as Contestants, subjects are matched randomly and anonymously with other subjects whose

one-time Host decisions are applied in the game, and who receive the Host payo�s for that round.

This is done in such a way that by the end of the part, each subject's Host decision is used in ten

rounds, matched and rematched randomly with other subjects as Contestants. Results of these

Host rounds are revealed at the end of the experiment.

The purpose of repeating the game over multiple rounds is to expose subjects to di�erent

situations (information sets) as they play as Contestants. Doing so increases the likelihood that a

subject experiences a round or rounds which start out poorly, presumably increasing the likelihood

of exit. Because the goal of repetition is exposure to di�erent situations rather than encouraging

learning within the same situation, subjects do not receive feedback about whether their coins were

special in any previous rounds.

In treatments with elicited beliefs, subjects are asked to report their belief about the probability

that they have the special coin in each round at the end. Further details on the belief elicitation

procedure are provided in Section 2.3.1.

2.2.2 Part 2: Bayes Bandit

In pursuit of a claim about over- or under-exit, one must �rst de�ne the normative benchmark

for comparison: what is the \right" amount and timing of exit?

A �rst candidate comes from theory: for any Host rig rate strategy (pure or mixed), a Con-

testant best response can be calculated, which prescribes exactly the information sets in which

the Contestant should continue and the information sets in which they should exit (or can mix).
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But which Host strategy should Contestants best respond to? The model-predicted Host equilib-

rium strategy makes for a strong candidate choice - as mentioned, this is a mixture with the large

majority of weight on the 85% rig rate, and the remainder on the 70% rig rate. In particular,

the computed best response to this strategy permits mixing between continuing and exiting after

losing all of the �rst four 
ips, exiting with certainty after losing seven of the �rst eight 
ips, and

continuing to 
ip in all other on-path circumstances. 6

While this benchmark from theory provides a prediction and disciplines the strategic problem,

it does not account for risk aversion or other preferences. These alternative preferences are fully

permissible for subjects to hold, and exit which follows from preferences should not be charac-

terized as normatively over- or under-exit. Moreover, integrating risk preferences into the model

equilibrium would require imposing a structural assumption that may still not be reasonable. For

this reason, the fairest comparison requires a benchmark which maintains the core structure of the

Full Game, retaining the exit which occurs due to preferences but eliminating the exit caused by

the mechanisms of interest. For this purpose, I introduce the Bayes Bandit.

The Bayes Bandit retains most of the procedures of the Full Game, but di�ers in three principal

ways. First, the Bayes Bandit part has no Hosts. Instead, the special coin's rig rate is drawn from a

preset list (with order randomized), such that over 10 rounds subjects face the 70%, 85%, and 99%

rig rates three times each and the 50% rig rate once. This not only provides experimental control

over the distribution of rig rates faced, it also eliminates the potential e�ect of other-regarding

preferences. Second, instead of being a secret choice, the special coin's rig rate is revealed to

Contestants in each round. This means that while subjects still do not know if they have the

special coin, they do know how it would behave. Finally, before deciding whether to 
ip the coin or

not in each stage, subjects in the Bayes Bandit part are informed of the correct Bayesian posterior

probability that their coin is the special coin given their history of 
ip results. This leaves no room

for errors in statistical updating - the correct answers are provided on screen in real time.

There is one additional di�erence between the Full Game and Bayes Bandit parts: beliefs are

never elicited in the Bayes Bandit part, even in treatments that do elicit beliefs in other parts.

6For example, losing six times in the �rst six 
ips would be o�-path, since the strategy described has already
exited with certainty. Enforcing optimal play in these o�-path information sets implies that the Contestant still exits
if only losses have occurred since the last on-path information set, and continues 
ipping if there has been a win since
the last on-path information set.
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This choice is to avoid confusing subjects; because correct Bayesian posteriors are provided, asking

for subjects' estimates of these values may seem like a trick question. This decision, however,

introduces a potential challenge to identi�cation if di�erences in exit decisions between parts are

in
uenced by the presence of the beliefs question. To allay this concern, treatments which do not

elicit beliefs in any part are are also run. If inter-part di�erences are similar across treatments with

and without beliefs, then it is unlikely that those di�erences are caused by belief elicitation.

2.2.3 Part 3: Known Strategy

The Full Game and Bayes Bandit parts bookend a spectrum of uncertainty in order to identify a

kind of \total e�ect." Within this spectrum, further adaptation of the game can be used to identify

the individual e�ects of interest. To start, consider strategic misprediction.

Recall that in the Full Game, the Host's choice of rig rate was secret. This means that even

if a Contestant could perfectly update from their observed 
ip results, they could still be liable to

over- or under-exit if they updated based on a wrong rig rate. For example, suppose a Contestant

observes two losses in the �rst two 
ips. If that Contestant believed the Host would choose the

99% rig rate, their posterior belief of the probability of having the special coin would be higher

than if they anticipated a 70% or 85% rig rate. Moreover, conditional on the coin being special,

the outcomes from that coin would be expected to be worse. Combining these e�ects, optimal play

would entail more exit than optimal if in fact the Host chose a smaller rig rate.

In order to assess whether Contestants exitas if up against a particular, possibly incorrect

Host strategy, the Known Strategy part examines exit behavior in a setting identical to the Full

Game except with the Host's strategy public instead of private (subjects know this when making

their Host decisions). Thus, no strategic uncertainty or misprediction of rig rate can in
uence exit.

Because this treatment reveals the Host's action by design, it is worthwhile to ask whether this

adaptation changes equilibrium predictions. In fact it does, but only slightly: because the Host's

action is revealed before any Contestant actions, there are no possible gains from the Host mixing.

The problem therefore reduces to �nding equilibria of the Full Game restricting the Host to only

pure strategies. In fact, such an equilibrium exists in this limited setting with a rig rate of 85%

assuming risk neutrality. This result is veri�ed by the payo� table in Appendix A.
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2.2.4 Part 4: Bandit

Completing the decomposition of e�ects is the Bandit part. The Bandit part is identical to the

Known Strategy part with a single change: the Host is played by a computer and not a human.

This di�erence identi�es the e�ect of exit of having a human host, within any particular rig rate.

As in the Bayes Bandit, subjects play only as Contestants, against a preset list of rig rates (again,

three times each of 70%, 85%, and 99%, and one of 50% in a random order). As in the Known

Strategy part, subjects are informed of the special coin's behavior in each round (this time not

determined by a Host, but the computer).

The humanity of a host can plausibly have an e�ect on exit, particularly if subjects demonstrate

other-regarding preferences. Canonical �ndings in behavioral economics reveal that in many situ-

ations, people care about others' payo�s both in absolute terms and in relation to their own, and

are sometimes willing to sacri�ce some of their own payo� to a�ect the payo�s of others. This has

been demonstrated through altruism (Andreoni and Miller, 2002), inequality aversion (Fehr and

Schmidt, 1999) , and reciprocity (Rabin, 1993). With particular respect to reciprocity, a seemingly

common sentiment among those who are cheated is resentment or anger at the cheater, which may

induce an incentive for punishment.

Completing the chain linking the Full Game to the Bayes Bandit, the Bandit di�ers from the

Bayes Bandit in that correct posteriors are not provided, enabling errors in statistical inference to

in
uence exit. In treatments where beliefs are not elicited, this is the only di�erence between those

two parts. Table 2 summarizes the potential contributing factors to exit in each part, demonstrating

the decomposition.
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Table 2: Main Parts and E�ects

Contributes to Exit?

Part
Strategic

Uncertainty
Other-Regard
Preferences

Errors in
Statistical Inference

Risk and Other
Preferences

Full Game X X X X

Known Strategy � X X X

Bandit � � X X

Bayes Bandit � � � X

2.2.5 Calibration Part: Known Coin

To ensure experimental parameters are appropriate, it is useful to know how people choose to


ip the coin or exit when there is no uncertainty about whether manipulation is present or its

extent. For example, if a large proportion of people preferred not to play at all with the fair coin

when they know it is fair, then di�erences in exit behavior between parts and treatments would

not be particularly revealing. Similarly, if people very rarely exited even when they believed the

coin was highly biased, there would be little sense in comparing exit. To ensure payo�s and rig

rates are well suited for the problem, the Known Coin part allows subjects to complete the usual


ip-or-stop-
ipping protocol over ten stages, but informs subjects of their coin's rig rate with no

uncertainty. Subjects complete this task once for each of the four possible rig rates (in randomized

order).

2.2.6 Practice Part: Playground

Before completing any of the parts above, subjects are allowed a few minutes to experiment

with fair and biased coins (of all rig rates). On the practice interface, subjects can see each type of

coin and freely 
ip any coin as many times as they desire. The result of each practice 
ip is recorded

on screen, along with each coin's history of results, the number of wins and losses observed, the

experienced proportion of wins, and the average points per 
ip implied by this proportion of wins

(though points are not relevant towards any payment during practice).

14



Practice serves multiple goals in this context. First, practice more directly facilitates for sub-

jects a frequentist understanding of the otherwise abstract data generating processes used in the

experiment. Research in psychology shows that human statistical inference is somewhat improved

when data are portrayed in a frequency format rather than as probabilities (Gigerenzer, 1996). In

a similar spirit, by providing experience with the coins, concerns about a description-experience

gap confounding decision making are mitigated (see Hertwig and Erev, 2009 for a review).

2.3 Between-Subjects Treatments

2.3.1 Belief Elicitation

In order to understand the role of potentially biased inference on exit, it is useful not only to

see the di�erences in exit induced by providing accurate posteriors, but also to directly observe the

posteriors to which subjects arrive when they are not informed. While these data are desirable,

collection comes with the risk that the process of eliciting beliefs directly a�ects behavior. To check

if this is the case and ensure control over the issue if so, I run sessions both with and without beliefs

elicited.

In the treatments which elicit beliefs, at the end of each Contestant round in the Full Game,

Known Strategy, and Bandit parts, subjects are asked to provide their best estimate of the prob-

ability that the coin they selected at the start of the round was the special coin. This estimate is

reported as a percentage: 100% indicates that a subject believes their coin is the special coin with

certainty, 0% indicates that they believe their coin is normal with certainty, and intermediate values

indicate uncertainty. Subjects can use a slider on screen to select any whole-number percentage or

type their answer into a box permitting greater precision.

I incentivize truthful reporting using the Binarized Scoring Rule of Hossain and Okui (2013),

in light of the �ndings of Danz, Vesterlund, and Wilson (2022): subjects are informed that they

can maximize their chances of winning a prize by reporting their most-accurate guess, and that the

exact details of how prize probabilities are calculated are available upon request.

In each round with a belief elicitation, a computer-randomized BSR based on a subject's re-

ported belief determines whether the subject wins a prize or not. If they win the prize, they earn

22 points for the belief elicitation task, and if not, they earn 7 points in the task. These values
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were chosen to mimic the payo�s earned from a relatively \good" and \bad" round of the game to

make the payment scale between the game and belief tasks roughly comparable.

2.3.2 Part Orders

Throughout each part of the experiment, subjects receive generally scant feedback - as Hosts,

they learn their payo� outcomes only at the end of the session, and as Contestants, they see the

results of their 
ips but are never told whether their coin was actually special. Despite this, it

is reasonable to hypothesize that subjects could still learn from or otherwise be in
uenced by

experience in one part before encountering another.

To accommodate this, a common solution in multi-part designs is to vary the order of parts

within a session. In this experiment, however, some parts provide information to subjects that

should be expected to modify behavior in a way that would directly confound what the parts are

speci�cally designed to identify. For example, the Bayes Bandit, which provides subjects with the

accurate Bayesian posterior probability that their coin is special, could be highly informative if

experienced prior to the Bandit part if a subject remembered some of the posteriors provided by

the computer. This would undermine much of the main value of the Bandit part: that it occurs in

the shadow of potentially erroneous statistical inference. With this in mind, all part orders should

place the Bayes Bandit after the Bandit, and indeed, it should be last, since it may similarly impact

all other parts involving uncertainty. By similar reasoning, observing Host strategies in the Known

Strategy part could lead subjects to form beliefs about the likely distribution of strategies used by

Hosts in the Full Game; thus, out of caution, the Full Game part should always precede the Known

Strategy part.

The practice part (Playground) always comes �rst, in order to introduce the environment and

the coins prior to meaningful decision making. The calibration part (Known Coin) comes second,

to precede even the suggestion that a coin might be manipulated. After accounting for these

constraints, I select two part orders to use: Order A, and Order B, as shown.7

7Two other orders are possible, both of which place the Bandit between the Full Game and Known Strategy. I
avoid these in order to limit potential confusion arising from introducing, removing, and then reintroducing Hosts as
a feature of the game.
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Order A Order B

Playground Playground

Known Coin Known Coin

Full Game Bandit

Known Strategy Full Game

Bandit Known Strategy

Bayes Bandit Bayes Bandit

3 Results

3.1 Sample Characteristics and Preliminary Checks

In total, 21 sessions were conducted, each with between 12 and 22 subjects for a total of 334

subjects. Of these, 198 subjects completed Order A, 130 of whom were in the beliefs treatment

and 68 of whom were in the no beliefs treatment. The remaining 136 subjects completed Order B,

with 92 in the beliefs treatment and 44 in the no beliefs treatment. Sessions took between 75 and

90 minutes, and the average subject �nal payment was around$21, consisting of a$5 participation

fee and a subject's earnings from one randomly selected task.

Behavior in the Playground (practice) part reveals that subjects typically 
ip each coin many

times - the median number of 
ips is over 90 for each coin, and more than half of all subjects


ipped all coins at least 50 times. The Known Coin part reveals, as desired, that an overwhelming

majority of subjects choose to 
ip the known-to-be-fair coin in all ten stages, and exit immediately

or after one 
ip with the most biased coin (99% lose). Exit patterns with the remaining coins lie

neatly in between and in the expected order. A �gure demonstrating exit over time is provided

in Appendix B. There is no signi�cant e�ect of part order on average game length, and no other

analyses of exit reveal signi�cant di�erences as a consequence of part order. I therefore pool data

across part orders in all results that follow.

In contrast to the absence of an e�ect of part order, there is a highly signi�cant e�ect on exit

of eliciting beliefs, both in terms of average game length and exit over time. Speci�cally, eliciting
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beliefs leads to games that are very close to a full round longer on average. For this reason, I report

results separately across beliefs and no beliefs treatments. Further details of the treatment e�ects

of part order and belief elicitation on game length are provided in Appendix C.

3.2 Over- or Under-Exit?

In order to evaluate over- or under-exit, I �rst compare Kaplan-Meier survival functions for

games in the Full Game and Bayes Bandit parts, holding the rig rate faced constant. Note that in the

Full Game, subjects do not know the rig rates they face in their games, but limiting comparisons to

within an actual rig rate ensures that the distributions of 
ip-outcome histories are, in expectation,

equivalent across samples being compared. Equality of survival functions is tested using a Wilcoxon

(Breslow-Gehan) test.8 Figures 2 and 3 display survival in the Full Game and Bayes Bandit parts,

split by rig rate, with beliefs and without beliefs respectively. Shaded intervals indicate 95%

pointwise con�dence bands. Captions report j 2 statistics and ?-values from the Wilcoxon tests

comparing the survival functions.

Both �gures reveal clear di�erences between the Full Game and Bayes Bandit survival functions

at the 50% and 99% rig rates, where survival in the Full Game is clearly less than the Bayes Bandit

at 50%, and clearly more than the Bayes Bandit at 99%. At 70%, there is a clear statistical

di�erence in survival with beliefs: Full Game survival falls short of Bayes Bandit survival. Without

beliefs, plots show a similar di�erence, albeit at a lower level of signi�cance (? = •0602). At the

85% rig rate, di�erences are not statistically signi�cant between Bayes Bandit survival and Full

Game, with or without beliefs.

What is the most appropriate benchmark for assessing over- or under-exit? One option is to

compare behavior in the Full Game to behavior in the Bayes Bandit at the rig rate prescribed by

the theoretical model - predominantly 85%.9 This choice of rig rate for comparison, however, is

imperfect: because the theoretical equilibrium Host decision depends on Contestant risk neutrality,

it may no longer be an equilibrium action once risk preferences are introduced. Instead, a better

benchmark for judging the normative level of exit over time is Bayes Bandit exit at the rig rate

8Other tests for equality of survival functions include the Cox, log-rank, and Peto-Peto-Prentice tests. The
Wilcoxon test is most appropriate in this context because exit hazards are expected to vary non-proportionally across
stages.

9This analysis is provided in Appendix D.
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that is, in expectation, empirically best for the Host given Contestant behavior. In other words,

an optimally exiting Contestant should act as if best responding to a Host who is empirically best

responding to Contestants.

To determine which Host strategy is empirically best, I calculate the expected payo�s earned

by each (pure) rig rate using subjects' actual Full Game behavior.10 Outcomes of this calculation

are documented in Table 3.

Table 3: Full Game Host Expected Payo�s by Rig Rate

Rig Rate Choice Beliefs No Beliefs

50% 18.44 17.72

70% 22.82 21.07

85% 23.81 21.40

99% 23.05 20.36

The 85% rig rate performs the best empirically both with and without beliefs. I thus use the

Bayes Bandit in response to the 85% rig rate as the normative benchmark for Full Game exit

behavior.

Hypothesis 1: The survival function of games in the Full Game part will be equal to the survival

function of games in the Bayes Bandit part at the Host-Payo�-Maximizing rig rate (85%).

Result 1: With and without beliefs, survival in the Full Game is not signi�cantly di�erent from

survival in the Bayes Bandit at the 85% rig rate. Full Game survival is statistically di�erent from

the Bayes Bandit at 70% rig rate without beliefs at a 10% level, and di�erent from every other rig

rate with and without beliefs at a 5% level.

Equality of survival functions is rejected at a 5% level in all non-85% rig rates, both with

and without beliefs, except for the 70% rig rate without beliefs, which is only rejected at a 10%

10To achieve this, I calculate empirical continuation probabilities at all histories, and calculate the expected payo�s
implied by those continuation probabilities. When a history has no data from which to judge, I assume continuation
with certainty; assuming exit instead does not change results.
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level. This lack of a signi�cant di�erence at the 85% rig rate could be the result of underlying

similarity in the survival functions, but could also be the result of a lack of statistical power,

especially since 85% is in fact Hosts' least chosen rig rate. (The full distribution of Host strategies

is provided in Appendix E.) To explore this particular case deeper, I make the following observation:

when the Contestant in either the Full Game or Bayes Bandit by chance selects a normal coin, the

expected distribution of observed histories between the parts is identical, regardless of the perceived

di�erences due to known or unknown rig rates. Therefore, di�erences in survival in these cases can

be attributed to di�erences in exit behavior, as desired. This allows me to use two thirds of my

total Full Game sample, rather than only about 15% of it, at the cost of a third of the Bayes Bandit

sample. While this does not capture all di�erences in exit behavior that might exist (since these

di�erences may be most prominent in histories which are less likely to appear when using a normal

coin, and thus less likely to appear in this subset of data), it does capture di�erences in exit policy

when the coin is actually fair. Figure 4 demonstrates this alternative comparison.

This alternate sample reveals a more precise zero than the previous analysis, particularly for

the beliefs treatment. In total, there is no evidence in the data for over- nor under-exit in the Full

Game using the 85% rig rate Bayes Bandit as a benchmark.

This lack of e�ect could be the result of multiple mechanisms each providing no e�ect of their

own, or alternatively, multiple mechanisms leading to errors which destructively interfere with each

other, causing an aggregate non-e�ect. I next examine the e�ects of each candidate mechanisms of

interest individually.

3.3 Strategic Uncertainty

In order to determine whether subjects act as if against the Host-optimal rig rate (85%), I

compare game survival in the Full Game part to game survival the Known Strategy part using

the same approach as in the initial Full Game and Bayes Bandit analysis. This new comparison

identi�es the in
uence of strategic misprediction speci�cally. This is shown in Figures 5 and 6.

Once again, because the 85% rig rate is selected so infrequently by Hosts in both the Full Game

and Known Strategy parts, I repeat the analysis using all Full Game rig rates but restricting to

normal coins in both parts, with and without beliefs. Figure 7 shows these comparisons.
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(a) Beliefs (j 2 ¹1º = •44– ?= •509)

(b) No Beliefs (j 2 ¹1º = 1•05– ?= •307)

Figure 4: Full Game (all rig rates) vs Bayes Bandit 85% Survival, Normal Coins Only

Hypothesis 2: The survival function of the Full Game part will be equal to the survival function

of the Known Strategy part at the benchmark rig rate (85%).

Result 2: With and without beliefs, survival in the Full Game part is not signi�cantly di�erent

from survival in the Known Strategy part at the 85% rig rate, signi�cantly di�erent at a 10% level

in the 70% rig rate, and signi�cantly di�erent at a 5% level at every other rig rate.

Implicitly behind this analysis is a question of whether subjects actually respond to di�erent rig
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(a) Beliefs (j 2 ¹1º = •41– ?= •52)

(b) No Beliefs (j 2 ¹1º = •68– ?= •41)

Figure 7: Full Game (all rig rates) vs Known Strategy 85% Survival, Normal Coins Only

rates, or if instead they respond to histories identically regardless of rig rate. Theory and intuition

predict a behavioral response to rig rate: facing a di�erent rig rate impacts both the likelihood

of having the special coin and expected future payo�s conditional on having it. But there is no

guarantee that people respond to these incentives; they may instead adopt exit strategies which

do not internalize the change in rig rate faced. To test this, I use a probit regression of exit (in a

particular stage of the game) on the rig rate faced, controlling for history with (i) �xed e�ects for

every speci�c history and (ii) �xed e�ects for each combination of history length and number of

wins in a history, combined over all orders in which they occur. This is shown in Table 4.
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Table 4: E�ect of Rig Rate on Exit Probability

History FE Wins � Length FE

Rig Rate .0006854��� .0006675��

(.0000578) (.0000558)

Observations 90,093 94,530

Notes: Entries are average marginal e�ects from probit models in which the dependent variable is an
indicator for exit at a particular decision. Column 1 includes �xed e�ects for each realized history
(history �xed e�ects). Column 2 includes �xed e�ects for each wins � game length category. \Rig Rate"
is treated as a continuous regressor. The number of observations varies because of histories dropped due
to perfectly predicting exit. Standard errors are clustered by participant and reported in parentheses.
� ? Ÿ 0•10, �� ? Ÿ 0•05, ��� ? Ÿ 0•01.

Controlling for history, rig rate has a signi�cant positive e�ect on the probability of exit.

3.4 E�ect of Human Hosts

I next examine the e�ect of having a human opponent rather than a computer one by comparing

the Known Strategy and Bandit parts. Figures 8 and 9 split these comparisons by rig rate and

belief treatment as before, however unlike for comparisons involving the Full Game, now subjects

know the rig rate they face while making decisions in both parts being compared.

In addition to the within rig-rate comparisons, a combined test of survivor function equality

strati�ed by rig rate (with and without beliefs) is performed. This joint test reveals a signi�cant

e�ect both with beliefs ( j 2¹1º = 6•73– ?= •009) and without beliefs (j 2¹1º = 6•23– ?= •012).

Hypothesis 3: Survival functions in the Known Strategy part will be equal to survival functions

in the Bandit part for every rig rate, with and without beliefs.

Result 3: Survival functions are signi�cantly di�erent between the Bandit and Known Strategy

parts when the rig rate is 70% and when rig rates are compared jointly, both with and without

beliefs. There are no signi�cant di�erences at any other rig rates.

Hypothesis 3 is rejected: there exists a signi�cant e�ect of having a human rather than computer

Host. However, this is only signi�cant at a single rig rate (70%); in all other rig rates, there is no

detectable e�ect. How severe is this impact? Table 5 shows the di�erences in average game lengths
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across the Bandit and Known Strategy parts.

Rig Rate
Mean Game

Length (Bandit)
Mean Game

Length (Known Strategy) Di�erence p-value

50% 9.18 9.14 0.03 0.808
70% 7.91 7.50 0.41 0.004
85% 7.10 6.98 0.12 0.602
99% 6.14 5.98 0.16 0.353

Note: p-values correspond to two-sample t-tests of equality in mean game length across parts.

Table 5: Game Lengths by Part, Rig Rate (Bandit & Known Strategy)

Consistent with the survival analysis, the only signi�cant di�erences occur at the 70% rig rate,

where games in the Known Strategy are about .4 rounds shorter on average than in the bandit.

While this di�erence is nontrivial, it is also not particularly large: for comparison, this is less than

half of the size of the average e�ect of eliciting beliefs (see Appendix C).

3.5 Updating and Inference

Finally, to evaluate the role of potentially erroneous inference on exit, I compare exit in the

Bandit and Bayes Bandit. Figures 10 and 11 show the di�erences in survival functions between the

Bandit and Bayes Bandit parts across rig rates and belief treatment. In addition to the within rig

rate tests, a strati�ed joint test is performed across rig rates, separately with and without beliefs.

As with all single rig rate comparisons, combined tests reveal no signi�cant di�erences at a 5%

level (with beliefs, j 2 = 3•77– ?= •052; without beliefs, j 2 = 1•05– ?= •305).

Hypothesis 4: Survival functions in the Bandit part will be equal to survival functions in the

Bayes Bandit part for every rig rate, with and without beliefs.

Result 4: There are no signi�cant di�erences between survival in the Bayes Bandit and Bandit

parts at any rig rate, with or without beliefs.

Hypothesis 4 is not rejected. There is insu�cient evidence to claim that providing subjects with

accurate posteriors meaningfully changes their exit behavior on average. This holds in particular

even when not eliciting beliefs; in that case, there is no possible incentive e�ect from the belief
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